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ABSTRACT

We present a modified version of a Hough Transform tailored specifically to detecting
contaminating linear features in astrophysical images, such as satellite trails, mete-
ors, and aircraft. The method developed adds a pre-filtering step where the image
is cross-correlated with a structure tensor. This is done as a separable kernel and is
computationally fast. The diagonalization of the structure tensor field provides a local
measure of the flux alignment at each pixel (i.e. a position angle, θ), and reduces the
range of angles needed for the Hough Transform. Each pixel is instead transformed
based on the local θ measurement. The error in the local value of θ produces a char-
acteristic scatter in the r, θ space, and we propose a method for obtaining an accurate
and precise location for the locus of points. We also demonstrate that a pair-wise
comparison of these local θ measurements can be used to identify linearity based on
the improbability of pairs having θ values which agree with the angle required by
their pixel coordinates. The method has been tested on several hundred images from
the HSC Survey Project, and has been successful in identifying a wide range of linear
artifacts.

Figure 1. The Hesse Normal Form for the equation of a line. An
arbitrary point on the line (x, y) is shown with the r,θ parameters
for the line. The equation is r = x cos(θ) + y sin(θ).

1 INTRODUCTION

The Hough Transform is a well-known method for the de-
tection of linear features in 2D images. Although a linear
feature may include many thousands of pixels in an image,
the line itself can be described by two parameters. For a typ-
ical Hough Transform the Hesse Normal Form is used, and
these parameters are r, the perpendicular distance from the
origin to the line; and θ, the angle made by that vector with
the x-axis. This is shown in Figure 1.

The equation of the line has the form:

r = x cos(θ) + y sin(θ) (1)

The Hough Transform is computed by adding flux from
each pixel’s x, y location to all possible positions in r, θ.
Equation 1 shows that each pixel must be transformed as
a sinusoidal curve in the r, θ space, contributing a point for
each possible angle θ. The different x, y pixel coordinates
will produce sine curves with different phase and amplitude
in the r, θ space, and if a coherent linear feature is present,
these sine curves will intersect and contribute constructively
at the r, θ coordinate of the line. A peak finding algorithm
can then be used to search the transformed data for any
such intersection points.

However, the algorithm is unfortunately susceptible to
false positives caused by bright sources. In astrophysical im-
ages, a few bright stars can overwhelm a legitimate fainter
signal.
[TODO: Ask around about other deficiencies.]

2 LOCAL PIXEL CHARACTERIZATION

A significant improvement could be gained in the Hough
Transform if a reasonable value for θ could be estimated for
each pixel. This would eliminate the need for the pixel to
contribute to all 0 < θ < 2π. Here we present a method for
obtaining a per-pixel estimate of θ.

For a single pixel, such an estimate can be obtained
by diagonalizing the covariance matrix for the flux near the
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pixel coordinate. The 2nd moments needed for the covari-
ance matrix are given by:

Cxx,j =
∑

i

Ii(xi − xj)
2 (2)

Cyy,j =
∑

i

Ii(yi − yj)
2 (3)

Cxy,j =
∑

i

Ii(xi − xj)(yi − yj), (4)

Here, Cxx,yy,xy are the terms in the 2 × 2 covariance
matrix for pixel j; Ii is the pixel flux for pixel i, and x, y are
pixel coordinates.

For pixel j, the angle θj along which the variance is
maximized is given by:

θj =
1
2
arctan

(

2
Cxy,j

Cxx,j − Cyy,j

)

. (5)

If there is only noise in the vicinity of the pixel, the an-
gle measured will have little meaning. But, if any elongated
feature is present (such as a satellite trail), the angle θ will
be aligned along this feature.

At first glance, this would appear to be computation-
ally expensive to compute for the 2048 × 2048 (or larger)
pixel images which are typical in astronomy. However, the
pixel coordinates can be regarded as kernel functions (e.g.
kxx(x) = x2) and the operation can then be seen as a cross-
correlation:

Cxx,j =
∑

i

Iikxx(xi − xj) = I ⋆ kxx (6)

Cyy,j =
∑

i

Iikyy(yi − yj) = I ⋆ kyy (7)

Cxy,j =
∑

i

Iikxy(xi − xj , yi − yj) = I ⋆ kxy (8)

As an example, small 5 × 5 kernels: kxx, kyy, and kxy
would have the forms:

kxx =

⎡

⎢

⎢

⎢

⎢

⎣

4 1 0 1 4
4 1 0 1 4
4 1 0 1 4
4 1 0 1 4
4 1 0 1 4

⎤

⎥

⎥

⎥

⎥

⎦

, kyy =

⎡

⎢

⎢

⎢

⎢

⎣

4 4 4 4 4
1 1 1 1 1
0 0 0 0 0
1 1 1 1 1
4 4 4 4 4

⎤

⎥

⎥

⎥

⎥

⎦

,

kxy =

⎡

⎢

⎢

⎢

⎢

⎣

−4 −2 0 2 4
−2 −1 0 1 2
0 0 0 0 0
2 1 0 −1 −2
4 2 0 −2 −4

⎤

⎥

⎥

⎥

⎥

⎦

.

As a cross-correlation, this would still be computation-
ally costly, but there is another efficiency yet to be gained.
A significant advantage comes from the fact that these ker-
nels are separable. Convolving with the kxx example shown
above would normally require 5× 5 = 25 multiplications for
each pixel location, but this can instead be computed as two
orthogonal cross-correlations with 1-dimensional kernels of
length 5:

k(x)
xx =

[

4 1 0 1 4
]

, k(y)
xx =

⎡

⎢

⎢

⎢

⎢

⎣

1
1
1
1
1

⎤

⎥

⎥

⎥

⎥

⎦

. (9)

A kernel size of at least a few times the width the PSF
is required to obtain a meaningful value in practice.

Convolving the input image with the kernels kxx, kyy,
and kxy yields images having pixel values of Cxx, Cyy, and
Cxy. Equation 5 can then be used to produce an image of
θ values representing the angles along which the flux in the
image is aligned locally at each pixel.

In addition to the local angle along which the flux is
oriented, the maximum and minimum variances, A and B,
are also available:

A2 =
Cxx + Cyy

2
+

(

(Cxx − Cyy)
2

4
+ C2

xy

)
1

2

B2 =
Cxx + Cyy

2
−

(

(Cxx − Cyy)
2

4
+ C2

xy

)
1

2

These are familiar as they are often used to com-
pute ellipticities for galaxies and other sources detected in
an image. In such cases, the ellipticity would normally be
e = 1−B/A. In this case, the interpretation as an ellipticity
isn’t meaningful, but the quantity e is still very useful. Given
the PSF of an image, an artificial satellite trail can easily
be created and measured for use as a calibration. The val-
ues of e measured at each pixel in an an image can then be
compared to the value measured for the artificial trail. This
allows the overwhelming majority of pixels to be eliminated
completely as candidates.

The first order moments are also useful as they repre-
sent where flux is located with respected to the pixel being
measured.

Cx,j =
∑

i

Ci(xi − xj) Cy,j =
∑

i

Ci(yi − yj) (10)

A pixel which sits at a peak flux location along a satel-
lite trail should have measured values of Cx and Cy near
zero. The quadrature sum gives a net offset of the flux cen-
troid at the pixel location δ = (C2

x + C2
y)

1/2 which is also
useful in weeding out unsuitable pixels as candidates. The
kernels kx, and ky are separable, and thus fast to compute.

Combining the image transformations for e, the centroid
offset δ, and the pixel flux I ; each pixel can be assigned a
probability that it may be contributing to a linear feature.

P (satellite|e) = e−(emeas−ecal)
2/(2.0 σ2

e) (11)

P (satellite|δ) = e−(δmeas)
2/(2.0 σ2

δ) (12)

P (satellite|I) = 1.0 − e−I2/(2.0 σ2
I ). (13)

The final probability that a pixel can be included is P =
P (e) P (δ) P (I). This quantity tends not be easily influenced
by bright point sources as they lack the correct e value to
be consistent with a PSF-convolved linear feature.

Third-order moments (skewness) were also found to be
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Figure 2. Synthetic transformed images showing the effect of
the moment cross-correlations on a linear feature. Panels show
(a) the raw synthetic image with a planted satellite trail, (b) the
image of e values, (c) the image of θ values, and (d) the image of
centroids. [TODO: Would vector plots show this better?]

helpful in discriminating candidate pixels, but only the x3

and y3 terms were included (i.e. no cross-terms). Fourth-
order (kurtosis) were found to be too noisy to be of any
benefit.

3 CULLING CANDIDATE PIXELS WITH

PAIRS OF θ VALUES

At this point, the information on the local position angle
θ has not been used. If the list of points has been reduced
to less than a few 1000 candidate pixels, an additional cull
can made. We don’t know a-priori the angle θ at which a
satellite trail will cross an image; but by considering pairs of
candidate points, we will have 3 measurements of θ: one for
each point in the pair (θ1 and θ2), and one based on the x, y
pixels coordinates of the points: θxy = arctan(∆y/∆x). The
values of θ1,2 measured by cross-correlation have uncertain-
ties of ±0.1 rad, but the coordinate-based values are much
more accurate. The probability that all three will agree is
small, and this can be used to cut additional points. How-
ever, this component of the algorithm is O(N2), and the list
of candidates must be small for it to be used efficiently.

The basis of this part of the algorithm is to consider
each point and determine if the number of other candidates
which share the same value of θ is too high to have occurred
at random.

This pair-wise comparison requires each point to be
compared to each other point. For a given point, we can
eliminate all other points for which:

|θ1,2 − θxy| > Θthresh. (14)

However, for a reasonable threshold of Θthresh ∼0.15,
about 10% (∼ 2 × 0.15/π) of each of the θ1 and θ2 values
will satisfy this requirement purely by chance, and thus∼1%
of all points would survive the cut, on average. However,
points which survived by chance will have θxy values which
are randomly distributed through the ±0.15 rad window we

selected, while points lying along a satellite trail will have
very similar θxy values.

We could bin the values to search for a cluster of θxy , but
our list is small enough that we can do a more direct search.
We have a small number of points which should be evenly
distributed in a range ±0.15 rad. The probability that zero
other points are within some distance δθxy of a given pairing
is given by a Poisson probability with µ = 2nδθxy/Θthresh):

P (x = k) =
µk

k!
e−µ (15)

P (x = 0) = e(−2nδθxy/Θthresh). (16)

Here, n is the number of points remaining after cutting
based on equation 14, and the probability P (x = 0) is cho-
sen by us as a threshold. We can then calculate δθxy, the
separation between any two points within which we should
expect zero neighbours at probability P :

δθxy = − log(P )Θthresh/n. (17)

With this number known, we sort our candidates in θxy,
measure the separations, and count the number of separa-
tions larger than δθxy. By choosing P = 0.99, we expect
randomly chosen values would be this close together only
1% of the time. Points aligned along a satellite trail will al-
most certainly have more θxy neighbours. This final culling
concludes by accepting only points having θxy neighbours.
This is a very effective cut, and typically reduces the list of
candidate pixels by a factor of more than 2. This θ-culling
process is shown schematically in Figure 3. Even in cases
where good points are vastly outnumbered by bad, this por-
tion of the algorithm tends to be quite robust in propagating
only legitimate candidate pixels.

There is another benefit from this process. When a can-
didate pixel is found to have a number θ-neighbours, it’s
highly likely that it’s sitting on a satellite trail. And, al-
though the value of θ1 measured by the cross-correlation
process can be in error by ±0.15 rad, the pixel-based value
θxy is both more accurate, and more precise. For the θ value
we will ultimately give to the Hough Transform, the choice
is not the θ we measured by cross-correlation, but some
statistical measure of the collection of θxy values for its θ-
neighbours. This will be discussed further when discussing
the Hough Transform in Section 4.

4 CONSTRUCTING THE HOUGH

TRANSFORM

To compute the Hough Transform, we’ll bin the values of
r, θ for the candidate pixels, and any bins with counts above
some specified threshold will be considered detections.

We now have significantly reduced the number of pixels
to consider for the Hough Transform. What’s more, we don’t
need to populate the entire 2π range of the Hough r, θ space
as we have good estimated values of θ for each candidate
pixel. In fact, we have two θ estimates for each pixel - the θ
measured by cross-correlation, and that measured by pair-
wise comparison θxy. The θxy value is more precise and more
accurate, and it’s the better choice, but a good solution can
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Figure 3. A schematic showing 1000 candidate pixels distributed
evenly across a 1024×1024 CCD. Each candidate is represented
by an ellipse to illustrate its orientation as measured by the cross-
correlation process. A separate set of points have been added to
represent candidates from a satellite trail (shown in blue), and
one of these points is highlighted (larger than the others) to use
as an example θ1. Points having θ2 within ±0.15 rad of the value
for the highlighted point are shown in red. Black lines show the
boundary of the ±0.15 rad region. In a pair-wise comparison,
points θ2 which match θ1 and θxy = arctan(∆y/∆x) are shown
with a black circle. The key concept to recognize here is that the
satellite trail points (blue) all have the same θxy. After cutting
unsuitable points, it is straightforward to compute the minimum
expected δθxy, and then determine if too many points are closer
than this limit in a statistically significant way.

usually still be obtained if the θ-alignment step (Section 3)
is not used to cull the candidates.

Before finally binning the values of θ (or the improved
θxy), one final step is necessary to reduce scatter in the
Hough r, θ space. The θ values measured through cross-
correlation are in error by ±0.15 rad (±10◦), and this pro-
duces a characteristic scattered locus in r, θ as shown in
Figure 4 (panel ‘a’). The distribution resembles a bow tie;
with points having larger θ errors forming the ’bows’, and
the true r, θ coordinate sitting at the bow tie’s knot.

If the values are binned at this point, the bin with the
highest count level isn’t likely to be located at the correct
location (i.e. the bow tie knot). This irregular shape means
that convenient statistical approaches such as taking the
mean or median of r, θ values performs poorly as well. How-
ever, enough is known about the points to further refine the
r, θ coordinates. Since the functional form for r(θ) is known
(equation 1), and the errors in θ are small, a Taylor approx-
imation to r(θ) will point in the direction of the correction
solution. The needed derivative dr/dθ is analytic:

dr
dθ

= −x sin(θ) + y cos(θ). (18)

We don’t know where along the linear approximation
the point should sit, but the collection of Taylor extrapola-
tions all intersect near the correct location. This is shown
in Figure 4 panel (b). For each candidate, we can compute
where its line of approximation intersects those of the other
candidates. This distribution of intersection points along a
candidate’s linear approximation has a robust peak at the

Figure 4. Candidate points Hough Transformed to r, θ. Raw
cross-correlation-based θ values are shown in panel (a). The er-
rors in θ produce this characteristic smear of points near the true
locus. Because the functional form is known, we can extrapolate
points along the derivative at their current position. These ex-
trapolations intersect at the true r, θ coordinate. This is shown
using black lines in panel (b), with the local linear approximation
for a single point highlighted as a red line. All intersections for
that line are shown as green points. Replacing the r, θ coordinate
with a mean or median of the intersections yields the locus in
panel (c). Repeating the process for a second iteration produces
the locus in panel (d). The rectangular region in (a) shows the
range of panel (c), and that in (c) shows the range in (d). Each
is a zoom by 10×. The true locus is shown with a circle in (d).

correct location, and an improved r, θ coordinate can be
obtained easily as the mean or median of the intersection
points. If the locus remains too scattered, this intersection
method can be used iteratively to improve convergence. Al-
though bad points are certain to remain among the candi-
dates, they will not converge under this process, and the
final threshold in Hough bin counts can be set high enough
to prevent such false positives. These refined r, θ points are
shown in Figure 4 after 1 and 2 iterations (panels (c) and
(d)).

The candidate values for r, θ can now be binned and any
bins containing a count level above some specified threshold
can be taken as positive detections for a satellite trail.

5 IMPLEMENTATION DETAILS

5.1 Data Preparation

The algorithm performs considerably better when a handful
of filtering and data preparation steps are used.

5.1.1 Binning

Binning the data does not improve the effectiveness of the
algorithm, but it does improve speed considerably. In prac-
tice, 2×2 and 4×4 binning were found to be just as effective
as no binning, but can run 4× and 16× faster, respectively.
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5.1.2 Smoothing

Suppression of noise with a narrow (σ ∼ 1 pixel) Gaussian
filter reduced the number of falsely-detected candidate pixels
by ∼ 10×.

5.1.3 Background Subtraction

The algorithm must be run on background-subtracted data.
Background estimation in astronomy is typically done with
care to avoid over-subtraction of real astrophysical flux in
the extended wings of objects. However, in this case the scale
of the ‘signal’ is known and a suitable filter can be chosen
to model the background. A median ring filter with an inner
diameter 10× the PSF width was found to do very well as it
is not biased high by the flux of the trail, but is small enough
to include features only slightly larger than the PSF.

5.1.4 Over-weight ‘Detected’ Pixels

Trails created by satellites have profile shapes similar to the
PSF1. They are therefore optimally detected by the same
convolution with a PSF that would normally be used to
detect stars.

One possibility would be to run the algorithm on a bi-
nary mask with detected=1 and undetected=0, but this sac-
rifices the structure of the trail. Worse still, the wings of very
bright trails make their footprints much wider than those of
faint trails, requiring different trail widths to be used for a
given trail profile.

Another possibility would be to accept only ‘detected’
pixels as candidates. This has the disadvantage that it ig-
nores trails with many pixels below the detection threshold
(typically 5− σ).

The most effective strategy was found to be to amplify
the flux by ∼ 10× for all ‘detected’ pixels. This preserves
the structure of the trail, and leaves open the possibility that
undetected pixels may still contribute to a trail detection.

5.2 Multiple Trail Widths Must be Searched

In addition to satellites, there are a variety of other sources
which produce contaminating linear features. Most notably
out-of-focus aircraft. These are particularly insidious as they
move quickly and tend to leave trails with flux levels below
the ‘detected’ pixel limit. What’s more, the width of the
trail is determined by the degree to which it is out of focus,
and two identical aircraft at different altitudes will there-
fore produce trails with different widths. A critical part of
detecting a trail relies on comparison to a calibration trail
having the width being searched for. Thus, calibration trails
for a range of widths must be included.

Meteors are another source of contamination. They tend
to be slightly broader than the PSF, and therefore require
a special calibration trail.

Rather than run multiple calibration trails, one could
imagine running a single calibration trail with a suitable

1 The satellite trail forms during a narrow time window during
an exposure. Although it is very similar to the PSF for the full
integration, it’s not strictly the same.

width, and increasing the tolerances on all parameters to
allow for the width-mismatch. However, there are multiple
parameters which are used to make cuts, and this causes a
significant increase in the number of accepted candidate pix-
els. For example, a narrower trail has higher e (ellipticity)
and lower b (semi-minor axis) values. Running two calibra-
tion widths with tight tolerances allows for searches near
e.g. low e, high b (a broad trail); and high e, low b (a narrow
trail). Running one calibration trail with loose tolerances
would include the same candidates, but also unrealistic ones
with e and b both or low, or both high.

5.3 Different Kernel Sizes

Despite a variety of cuts having been made on candidate pix-
els before constructing the Hough Transform, a number of
false positive pixels (i.e. not in any satellite trail) still man-
age to contaminate the Hough Transform. One additional
culling method was found to be simply repeating the entire
procedure with a slightly larger kernel ([binned] kernel sizes
of 11× 11 and 15× 15 pixels were found to be effective). A
random noise pixel will be unlikely to mimic a satellite trail
at two different scales (the two kernel sizes), but pixels in
a real trail will pass both times. By accepting pixels which
only pass cuts at both kernel sizes, the overwhelming ma-
jority of candidate pixels are in some way associated with
linear features.

6 PERFORMANCE AND EFFECTIVENESS OF

THE ALGORITHM

To demonstrate the effectiveness of the algorithm on real
data, it has been tested on a sample of data from Subaru’s
HSC camera. In processing real data, the data were prepared
as follows:

• The images were binned 4× 4 to improve the speed of
the cross-correlation.

• A collection of calibration trails were measured to sim-
ulate the linear flora and fauna common in astrophysical
images, including satellite (profile = PSF), aircraft (profile
= 40,70,100 pixel square), asteroids (profile = Gaussian with
σ = 10 pixels [slightly out-of-focus]).

• A median ring filter (r=11 pixels [binned]) was used to
model the small-scale background and this was subtracted
only for tests detecting features with the PSF profile (i.e.
not for aircraft trails or wider features).

A test sample of HSC survey images from the COSMOS
field was selected manually. Images included all broad-band
filters (g, r, i, z, y) and a range of seeing conditions. In
total 468 CCDs were used. These contained satellite trails,
aircraft trails, common optical ghosts, and a large number
of control images with no apparent linear features. A typical
2048× 4096 CCD was processed in ∼ 3± 1 seconds with an
Intel Xeon 2.0 GHz CPU.

From the test sample, 170 images contained a satellite
trail, and 150 of were successfully detected. There was 1
false positive. The 20 false negatives tended to be either
very faint, or very short. In some cases, the trails were short
because the crossed in the corner of the detector, and in
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Figure 5. An example satellite trail detection showing (left) the
original image, (center) the detected pixels, and (right) the e ver-
sus θ values for the pixels in the frame. The e versus θ figure is
colored by centroid-offset δ (low values in blue and large values in
red). A horizontal line indicates the calibration value for e based
on an identical measurement performed on a synthetic satellite
trail created with the image PSF. The locus of candidates for the
trail can clearly be seen as a blue vertical streak in the upper left
of the e vs. θ figure.

Figure 6. An example aircraft trail detection showing (left) the
original image, (center) the detected pixels, and (right) the e ver-
sus θ values for the pixels in the frame. The figure uses the same
style and conventions as described in Figure 5. In this case, the
calibration trail was created with a square profile having width
100 pixels (consistent with out-of-focus aircraft) rather than the
image PSF.

others the trail was truncated by the beginning or ending of
the exposure.

Detection of aircraft is more difficult and statistics are
considerably less favorable. The additional difficulty comes
from the need for a wider kernel, which is prone to contami-
nation by nearby stars. More legitimate candidate pixels are
rejected as a result. A total of 42 images contained aircraft
trails and 21 were successfully detected. False positives were
similar in number, but their significance is difficult to as-
sess. In all cases, some form of linear structure was clearly
present, usually an optical ghost. Although these features
were not what was intended as a detection, they are not as-
trophysical and their detection and masking can only benefit
the data reduction pipeline.

Two example detections are shown in Figures 5, and 6.

7 DISCUSSION

The method described here combines a variety of techniques
to improve the effectiveness of the Hough Transform. The
overall effectiveness of the algorithm has been tested ex-

tensively, but some issues warrant further clarification and
discussion.

The calibration procedure used involves planting a trail
in an image and measuring it in exactly the same way the im-
age is measured. However, the calibration image is a square
image with size equal to the cross-correlation kernel, and
calibration trails were added as vertical trails. This imposes
a symmetry which is not necessarily present for a real trail,
which is free to have any orientation. The effect is very small,
but a diagonal trail is longer by a factor of

√
2, and the cal-

ibration value of e is therefore slightly different for diagonal
trails. We make no correction for this, but found no trails
which failed to be detected as a result of this mismatch.

Our testing sample was selected manually, and we there-
fore must accept that what we’ve considered ’truth’ may
actually be incorrect. We have no way of knowing if addi-
tional trails were present in the sample and simply evaded
the eye of the examiner. In fact, there is evidence to suggest
that this is true. As the code was developed, it successfully
detected genuine trails which the by-eye examination had
missed. We prefer to interpret this favorably as it suggests
the algorithm is more efficient than a human, at least in some
situations. Ultimately, there is no science to be done with
satellite trails, and understanding their recovery statistics in
great detail is of little benefit. The most important consid-
eration is that we do not produce excessive false positives –
which we don’t. Beyond this, any trail which is successfully
found and masked is a good thing.

The detection threshold used in the Hough Transform
is a constant (typically 40). But cause the width and height
of the CCD is known, the length of a trail in the r, θ space is
known. Clearly, a longer trail will produce more candidate
pixels and is more likely to be detected. We could consider
normalizing the detection space by the trail lengths which
correspond to each r, θ coordinate. This may be worth con-
sideration in future work.
[TODO: Here are things I’ve found. I think I know what
they are, but there are more than a few guesses and I’d
welcome comments.]

• Low-earth-orbit satellites: I’m assuming ... they’re
bright and they move fast.

• Geo-sync satellites: Again assuming ... the move at the
sidereal rate and they’re faint.

• aircraft: They’re badly out of focus varying from 40 to
100 pixels in width.

• meteors: again assuming ... they’re definitely wider than
the PSF (2× or more) so I assume they’re slightly out of
focus and in the upper atmosphere.

• pulsing satellites: regular blinking things as wide as the
PSF.

• dashed satellites: Short streaks with PSF width that
appear once or twice on a CCD but are consistent across
the focal plane.

8 SUMMARY

We have modified a classic image processing algorithm to
tailor it specifically to detecting contaminating linear fea-
tures in astrophysical images, namely satellite trails, mete-
ors, and aircraft. The traditional Hough Transform used to
detect linear structure relies on transforming pixels into an

c⃝ 2015 RAS, MNRAS 000, 1–7



Modified Hough Transform 7

r, θ space. Pixels contributing to the same line sum construc-
tively to form a peak at the r, θ coordinate of the line.

The method developed here adds a pre-filtering step
where the image is first cross-correlated with a structure
tensor. This represents a separable kernel and can the cross-
correlation can be computed very fast. The diagonalization
of the tensor field provides a local measure of the flux align-
ment at each pixel (θ), eliminating the need to transform the
pixel to all possible lines which may pass through it. Rather,
it can be transformed based on the local θ measured by the
cross-correlation of the structure tensor.

The error in the local value of θ produces a character-
istic scatter in the r, θ space, but we propose a method of
extrapolating the positions of the points along their deriva-
tive slope to solve for a better point locus in r, θ.

We also demonstrate that a pairwise comparison of lo-
cal θ measurements can be used to identify linearity based
on the coincidence of the local θ values with the angle de-
termined by their pixel coordinates.

The method has been tested on several hundred images
from the HSC Survey, and has been successful in identifying
linear artifacts.
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