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1. Introduction

The success of WFIRST-AFTA’s High-Latitude Survey (HLS) in meeting its science goals
will depend critically on our ability to combine the high-resolution infrared (IR) image data
from WFIRST-AFTA with lower-resolution visible data observed from the ground with the
Large Synoptic Survey Telescope (LSST). WFIRST-AFTA and LSST are extremely com-
plementary in photometric depth, wavelength coverage, image quality, and survey area.
WFIRST-AFTA will produce high-quality IR colors and shapes over a significant fraction
of the LSST survey area, but LSST ugrizy photometry must be combined with WFIRST-
AFTA’s own imaging data to turn these measurements into a precision probe of Dark Energy.
In return, WFIRST-AFTA’s measurements will help calibrate and improve LSST’s cosmo-
logical constraints across its full survey area.
Much of this synergy is hypothetical, however, unless we can combine the datasets in

a way that makes full use of WFIRST-AFTA’s better resolution, because approximately
55% of the sources detected by LSST – broadly the same sources that will be detected by
WFIRST-AFTA [Spergel et al., 2013] – will be blended1 [Kirkby et al., in prep]. The most
näıve approach to combining datasets – simply doing a spatial match of two distinct catalogs
produced independently – is clearly insufficient here. The difference in image quality ensures
there is no straightforward one-to-one mapping, and even if a more complex relationship
between catalog sources could be determined, the resulting colors would be essentially im-
possible to interpret, because the fluxes in the two catalogs would correspond to different
weightings of the galaxy’s light profile. The same would be true if we were simply to take the
WFIRST-AFTA catalog as truth and use it to do a “forced” photometry measurement at
the position of each WFIRST-AFTA source on the LSST images. The traditional solution to
this problem is to degrade the image quality of the better dataset to match the point spread
functions (PSFs), which is clearly an unsatisfactory solution in this case: WFIRST-AFTA’s
PSF will be approximately three times smaller than LSST’s (a factor of nine in area), and
PSF-matching essentially eliminates this advantage, at least in the measurement of fluxes.
The difference in wavelength coverage is also an important factor. We cannot assume,

for instance, that when we detect a pair of neighboring sources in WFIRST-AFTA data
and only a single source in LSST data that the latter is simply a smeared combination of
the former (e.g. regions i in Figure 1). If one or both of the WFIRST-AFTA detections
have very red spectral energy distributions (SEDs), as source ii in Figure 1 does, the LSST
detection may be associated with only one of the WFIRST-AFTA detections or neither of
them. Clearly, making the wrong association will result in incorrect photometry regardless
of how the subsequent measurements are done.

1“Blended” is defined here as having overlapping isophotes, with the isophotes defined as the region where
the source’s surface brightness is a factor of two larger than the noise due to the background.

1



LUPTON, BOSCH, AND STRAUSS

(a) Hubble Space Telescope WFC3 F125 (125µm) (b) Subaru Hyper Suprime-Cam i band (0.75µm)

Figure 1. Example images (in the COSMOS field) from current telescopes
that mimic future WFIRST-AFTA and LSST data. Both images are 20” on a
side. Limiting magnitudes are 27.0 (a) and 26.5 (b). In addition to providing
a general view of the difference in image quality, these images contain several
specific features discussed in this proposal, indicated with Roman numerals:

i. Blended sources that are separable in the space-based data with only one
clear peak in the ground-based data.

ii. A source with a red SED only visible in the IR space data.
iii. A galaxy with color gradients; note that the bluer spiral arms are slightly

more prominent in the shorter-wavelength ground-based image.

Combining datasets with very different PSFs and wavelength coverage thus requires much
more sophisticated algorithms and will almost certainly involve some degree of simultaneous
image processing. This is complicated by the extremely high levels of blending in the LSST
data, and while higher-resolution WFIRST-AFTA data certainly provides information that
can help to resolve those blends, making use of that information requires a more sophisticated
deblending algorithm than that required to do the best possible job on LSST data alone. As
a result, while WFIRST-AFTA/LSST deblending can certainly be better than deblending
LSST alone, it’s also harder.
We propose here a plan to develop, test, and optimize new algorithms for the combination

of WFIRST-AFTA and LSST data, including joint detection, deblending, and measurement.
In Section 2, we elaborate briefly on the scientific importance of these algorithms. In Sec-
tion 3, we discuss the test datasets we plan to use in our investigation, and in Section 4, we
describe the various algorithmic ideas we plan to investigate as the main part of the proposed
work plan. In Section 5, we describe the existing software framework this proposal will build
on and the new software we plan to deliver. In Section 6, we describe the role of the team
members and summarize the specific research and development tasks this proposal includes.
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2. Science Impacts

Weak gravitational lensing has considerable promise as a probe of cosmology. It is in
many respects the “flagship” cosmological probe of many future surveys including WFIRST-
AFTA’s high-latitude survey, ESA’s Euclid satellite, and the ground-based LSST [Albrecht et al.,
2006, Weinberg et al., 2013]. These surveys represent a significant increase in statistical
power relative to previous and current surveys, but this means their control of systematic
errors will have to increase to a similar degree. Two pieces of the image processing pipeline
are particularly challenging: the measurement of galaxy shapes in a way that is unaffected by
the PSF, and the determination of approximate redshifts using only photometric information
(“photo-zs”).
It is unlikely that shape measurement for WFIRST-AFTA will be improved much by

combining with LSST at the level of individual sources; shape measurement is limited largely
by the image quality and WFIRST-AFTA’s significantly better image quality means that the
marginal value of LSST data in this area is low. As a result, when we consider the impact
of blends on shape measurement for WFIRST-AFTA, to first order we need only consider
the degree of blending in the WFIRST-AFTA images, not the LSST images. Those blends
that do occur in the WFIRST-AFTA images will be more difficult to resolve than the typical
LSST blend because there is a greater degree of overlap between the true (i.e. unconvolved
by the PSF) isophotes, making inference of the true galaxy morphology more important. Of
course, these blends will also be present in the LSST data, but there they will be essentially
impossible to resolve, so they will not be a focus of LSST’s internal algorithm development.
Thus, while a high-quality algorithm for deblending is less critical for shape measurement in
WFIRST-AFTA than LSST, it is also unlikely that a deblender that is merely good enough
for LSST will be effective at deblending WFIRST-AFTA sources. A core component of this
proposal is to build a deblender capable of handling this more difficult problem by extending
the LSST deblender.
For photometric redshifts, the situation is more difficult still. While there are many differ-

ent approaches to photometric redshift inference, including SED template fitting, machine
learning, and cross-correlation methods (all of which are beyond the scope of this proposal),
all require as inputs high-quality colors that are measured consistently across all bandpasses
(see Section 4.2 for a precise definition of these “consistent colors”). This absolutely requires
a combination of WFIRST-AFTA’s IR photometry with LSST’s visible-band photometry.
Measuring consistent colors in the presence of wavelength-dependent galaxy morphology and
PSF differences between bands is a challenge even for isolated objects, but most of these
sources will not be isolated in the LSST image data even if they are isolated in WFIRST-
AFTA data.
Good colors are also an important part of virtually all of the galaxy evolution studies

that WFIRST-AFTA will enable, in the Guest Observer program as well as the HLS. Unlike
the Hubble or James Webb Space Telescopes, WFIRST-AFTA’s wide-area capabilities lend
themselves best to research programs that require large statistical samples, which are much
more difficult to investigate spectroscopically either from space or ground. WFIRST-AFTA’s
own spectroscopic capabilities will help address this need, of course, but in many cases they
will be best used to calibrate photometric methods that can be used on larger and more
complete samples, including the photometric redshifts discussed above. In other cases, LSST
photometric data may be necessary to fully utilize WFIRST-AFTA’s grism data by helping
to determine redshifts when a single emission line is detected but cannot be identified.
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While some of the methods we develop may also be useful in analyzing WFIRST-AFTA’s
microlensing survey, it is likely that more specialized algorithms focused on extracting vari-
ability will be needed here, and at this stage we will not put any effort into deblending or
measuring fluxes or centroids in dense star fields.
With all this in mind, accurate and consistent galaxy photometry will be our main focus,

and the main metric we will use to compare the algorithmic approaches we discuss in Sec-
tion 4, with shape measurement of blends a secondary concern. And while it is likely that
our efforts will be useful for a broad range of combinations of data from different observa-
tories, both space and ground, we will focus specifically on the resolutions and wavelength
ranges associated with the combination of WFIRST-AFTA and LSST. Joint analysis with
LSST is a necessary ingredient in a successful WFIRST-AFTA’s HLS, which motivates the
algorithmic research we propose here.

3. Test Datasets

Testing on real data is an important part of algorithm development, and the best way to
test new algorithms is to attempt to do science with them. Hyper Suprime-Cam (HSC), a
new wide-field imaging camera on the 8.2m Subaru telescope, is an excellent instrument for
LSST precursor studies, with similar wavelength coverage and image quality and a 1.8 deg2

field of view. The HSC survey includes wide, deep, and ultradeep layers in grizy (as well
as several narrow band filters for the deep and ultradeep layers), with the latter extending
to a limiting r magnitude of 27.7,2 similar to the r ∼ 28 depth currently proposed for
LSST’s “deep drilling” fields [LSST Science Collaboration et al., 2009]. One of the two HSC
ultradeep fields is the ∼ 2 deg2 COSMOS field, for which public HST ACS F814W images
are available over the full area [Scoville et al., 2007]. In addition, public data from the HST
CANDELS [Koekemoer et al., 2011, Grogin et al., 2011] survey includes WFPC3 J(F125W )
and H(F160W ) IR images down to 27.0 and 26.9, respectively (similar to the J129 ∼ 26.9
and H158 ∼ 26.7 proposed for WFIRST-AFTA’s HLS), over a 210arcmin2 subset of the
field.
We are members of the HSC survey team and thus have access to this data. While the

HSC survey has just begun, the COSMOS area was the highest priority for the initial HSC
observations, and hence we already have r data in hand down to r ∼ 27 (with similar depths
for izy), which is already approaching the LSST’s main survey 10-year full depth of 27.5.
While the COSMOS ACS imaging does not match the depth or the bandpasses of WFIRST-
AFTA, it does have similar resolution. This means the combination of HSC and ACS data
will give us a jointly-observed sample of ∼ 105 galaxies that allows us to explore the most
important aspects of combining space- and ground-based data.
To check that our algorithms also perform at the depth and wavelength range of WFIRST-

AFTA, we can combine HSC data with the smaller-area WFC3 IR data in the COSMOS
field. This is almost perfect precursor data, especially as the level of algorithm development
we are focusing on is much more sensitive to the morphological and spectral properties of
the sources than the detailed sensor or optical characteristics. The main missing ingredients
will be high-resolution space-based Y 106 (1.06µm) and F184 (1.84µm) imaging, but two IR
bands should be sufficient for the development of these algorithms. In addition, because we
also have access to ACS visible-band data in this field, when we use the WFC3 IR data as

2all limiting magnitudes are for a 5σ point source in AB magnitudes.
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a stand-in for WFIRST-AFTA data, we can then use ACS data over the same area to check
our results, as it overlaps significantly with the HSC data in wavelength coverage.
We also plan to use use image simulations, especially in the early stages of development

and for regular sanity checks. While much of the difficulty of this problem comes from the
complexity of galaxy morphologies, success on simulations that make use of smooth galaxy
models is a necessary starting point for success on real data. For this, we plan to use the
GalSim [Rowe et al., in prep] software package, an open-source simulation package origi-
nally developed to support the GREAT3 shape measurement challenge [Mandelbaum et al.,
2014]. While GalSim is also capable of generating simulations that contain more complex
morphologies, by degrading real HST images, we do not anticipate this being necessary, as
we have real HSC data to fill this role.

4. Algorithms for Deblending and Galaxy Photometry

4.1. Data Reduction Stages. To help organize the various algorithmic approaches we will
explore in this project, it is useful to break the deblending problem into the following stages:

• Detection: determine above-threshold regions of pixels (“footprints”) in an image
that define “families” of sources, and the peaks within them that may correspond to
child sources. This is an area where current methods or straightforward extensions
of them are expected to work adequately, and hence this will not be a focus of this
proposal. It is important to note, however, that we expect to run the detection
algorithm separately on coadds of each photometric band for which we have data.3

This means that for each patch of sky, we will have multiple sets of peaks and
footprints.

• Peak Merging and Culling : given the detection outputs for all the coadds for each
patch of sky, merge them, identifying peaks that correspond to the same child source
and removing the redundant ones. This stage is essentially a combination of heuristics
from trial-and-error and common sense; we do not expect to be able to do a perfect
job at this stage, and should instead act conservatively by keeping peaks that are not
obviously redundant. It is important to cull what we can at this stage, however, as the
number of peaks that remain after this stage sets the dimensionality of all subsequent
steps, and in some cases these steps can have polynomial time complexity.

• Flux Reapportioning : as we will discuss further in Section 4.3, we attempt to sepa-
rate sources on a pixel level by assigning fractions of each pixel to different sources.
One of the main research questions in this project is the ideal relationship between
flux reapportioning and simultaneous fitting, which is discussed in Section 4.4; one
possibility is that this step could be skipped entirely, while another is that it could
only be used to help initialize the model parameters for a subsequent model fit.

• Measurement : given reapportioned pixels for a single source, or non-reapportioned
pixels for an entire deblend family, measure the properties of the child source, prob-
ably via some sort of model-fit procedure. As discussed in Section 4.2, even for
isolated galaxies, this is challenging in the presence of both wavelength-dependent
morphology and differences in PSF.

3In practice, we may instead detect on coadds that represent different weighted combinations of bands,
but from the perspective of later stages this distinction is unimportant.
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This is not the only way to subdivide these tasks, and we do not necessarily consider
this a straightforward linear progression. It may be useful to iterate between some steps.
For instance, parametric models fit after a flux reapportioning step can be used as new
templates to create a new flux reapportioning. As discussed in Section 4.5, we will explore
using goodness-of-fit tests or Bayesian techniques on the results of the model fit results to
revisit the positions or number of child sources.

4.2. Galaxy Models and Color Gradients. In the presence of both PSF differences
between different bands and wavelength-dependent galaxy morphology (“color gradients”),
measuring galaxy colors is challenging, even when sources have little or no blending. In fact,
with color gradients, even the definition of a color is problematic; if different parts of a galaxy
have a different color, what do we mean by its overall color? In Figure 1, for instance, the
galaxy labeled iii has more prominent spiral arms in the bluer ground-based image, while
the redder bulge component is unchanged. One obvious (but hypothetical) choice is the
total color of the galaxy – the color formed by measuring the true total flux in each band. A
true total color is impossible to measure in practice, as it requires either arbitrarily flexible
models or extremely large (and hence noisy) apertures, however, and in order to compute
photometric redshifts it is not strictly necessary. What we need, instead, is a consistent
color: one that gives each part of the light profile in a galaxy the same relative weight in
each band. A consistent color thus corresponds to some stellar population within the galaxy,
even if that stellar population is not the same as that of the galaxy as a whole. In some cases,
a particular consistent color may be more useful in photometric redshift determination than
a total color. For instance, a color that gives the bulge component more weight than the disk
component may accentuate the strong breaks in the SED that make it easier to determine
photometric redshifts for galaxies with red SEDs. When the PSF is the same across bands,
consistent colors are easy to measure; any aperture (including smooth weight functions) will
produce a consistent color as long as it is the same in every band.
When the PSF is not the same across bands, naive aperture photometry clearly does not

provide a consistent color. A better approach – but one that is still subtly incorrect under
realistic conditions – is forced forward fitting. In a forward fitting method, we convolve a
parametrized galaxy model with the PSF model in fitting it to data; by using the appropriate
PSF model for each image, this allows us to fit multiple images using the same underlying
model. In forced forward fitting, we require that these models (before PSF convolution) be
the same in every band, aside from their amplitudes, which are allowed to vary freely. If
galaxy morphologies were wavelength-independent, this approach would produce consistent
colors, even if the model did not match the data in any of the bands; using the incorrect
model would produce a bias in our effective deconvolution of the PSF, but we would be
making the same mistake in all bands, and hence this bias would cancel out in the color.
However, galaxies do have color gradients, so forced forward fitting is also incorrect. With

this in mind, a common procedure in the past has been to degrade the bands with smaller
PSFs to match them to the bands with larger PSFs, and then proceed using consistent
apertures. This does produce a consistent color, but at the expense of a loss in SNR, a
complication of the noise properties of the images due to pixel correlations introduced by
convolution, and a potentially substantial increase in the amount of blending present in the
image. While this approach has been reasonably successful in combining different bands in
ground-based surveys where the difference in PSF sizes is almost always less than a factor
of 2, this is not an option for WFIRST-AFTA/LSST.
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A better option may be to return to the idea of “total colors”, by using forward fitting
without forcing the models to be consistent in all bands. The problem here is that true galaxy
morphologies are too complex to be represented in simple parametrized galaxy models, and
even the simplest models have enough degrees of freedom that allowing more than just the
amplitudes to vary from band to band can result in a loss in SNR. There are intermediate
options, however: we can allow only a few additional parameters to vary between bands, while
keeping most fixed, in the hopes that this will come close enough to a total flux without
introducing so many parameters that the fit becomes unstable. This was the approach used
in the Sloan Digital Sky Survey (SDSS) Photo pipeline’s “cmodel” magnitudes, in which the
amplitude ratio of a two-component model is allowed to vary, not just the total flux in each
band [Abazajian et al., 2004]. This represents, in some sense, a “total-enough” flux; while
the model is clearly incapable of fully fitting realistic galaxy morphologies, it may be flexible
enough to reduce model bias to acceptable levels without the loss in SNR associated with
extremely flexible models or PSF-matching.
A more principled way of adding flexibility to galaxy models without adding too many

degrees of freedom is to adopt a Bayesian approach, in which we include a prior probability
on the model parameters – or on the differences between parameters in different bands.
Because we expect morphological variation to be a slow function of wavelength, it should be
reasonably effective to simply choose a prior that penalizes excessive variations from band
to band while allowing them when we do have enough signal to infer them. Using the HST
archive data we describe in Section 3, we can go a step further, however. By applying our
fitting method to the HST ACS images as well as our HSC images, we will train a prior on
the high-resolution data that, when used on the low-resolution data, produces results that
reproduce the high-resolution fits in a statistical sense.
The LSST software stack provides much of this functionality already (see Section 5), so

the work we propose to do here focuses on building Bayesian priors and investigating the
performance of the different models the code already supports. These models are of the type
advocated by Hogg and Lang [2013], in which the standard Sérsic profiles are approximated
by mixtures of Gaussians, allowing for fast convolution and a natural regularization of sharp
cusps and broad wings. This approach also makes it easy to incrementally add flexibility
to capture more complex morphologies: instead of holding the relative amplitudes of the
Gaussians fixed at the values that approximate a particular Sérsic profile, we can allow them
to vary independently to accommodate a similar but different radial profile. We can also
replace each Gaussian with a higher-order “shapelet” (Gauss-Hermite) expansion, allowing
more general morphological differences [Bosch, 2010]. The zeroth-order shapelet function is
simply a Gaussian, so this modification is a natural way to add small but general pertur-
bations to a Sérsic profile. A major advantage of this sort of model extension here is that
the additional parameters are linear. This enables fitting methods do not add not add these
parameters to the dimensionality of the overall fit [e.g. Golub and Pereyra, 2003], preventing
them from affecting the robustness of the fitting procedure and keeping their computational
impact to a minimum. With high shapelet orders, these models can in principle fit even the
most complex galaxy morphologies, though they may become impractically expensive before
that point. The impact of model flexibility on photometry, deblending, and computational
performance is one of the major tasks we propose to investigate here.

4.3. Building Templates. While early deblenders, including the ubiquitous SExtractor
software [Bertin and Arnouts, 1996] attempted to separate sources via a strict segregation
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of pixels, in which each pixel wholly belongs to only one source, this approach is clearly
incorrect. A better approach is to allow for the possibility that a given pixel can have flux
contributions from multiple sources, and assign fractions of pixels to sources so that they can
be measured separately without any need for masking. This ignores correlations between
the measurements of neighboring sources, but if the flux fractions can be determined well it
allows a wide variety of measurement algorithms to be applied as if there were no blending.

Figure 2. A 1-d schematic example of flux reapportioning, using the SDSS
algorithm:

a. True sources (colored) and their sum.
b. Symmetry-derived templates T (see text).
c. Flux-reapportioned data points wiz.
d. Residuals between true profiles and deblend outputs (same intensity scale,

shifted upward).

Note that in 2-d, the linear alignment of three sources that causes the central
template to be nonmonotonic here is much less common.

The deblender in the SDSS Photo pipeline [Lupton] uses this latter approach. It reappor-
tions flux via the following procedure (see also Figure 2):
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• For each peak i in a blend (hereafter referred to as a “child”), create a template
Ti,j that is defined for each pixel j as the minimum of that pixel’s value zj and its
counterpart on the opposite side of the peak z′j.

• Do a simultaneous linear fit for the amplitudes of all the templates in the blend, that
is, find the αi that minimize

!

j

"

zj −
!

i

Tijαi

#2

.

• Define the fractional contribution of child i to pixel j as

wi,j =
Ti,jαi

$

k Tk,jαk

.

At this point, each child source can be measured separately, using the reapportioned pixel
values wi,jzj. This procedure has several nice properties. First, the templates are constrained
only to have 180◦-symmetry, and can thus match a much broader range of galaxy morpholo-
gies than simple parametric models. More importantly, however, even this restriction is not
applied to the reapportioned pixel values, as we only use the template fit to assign flux, not
to represent the true flux profile. This flux assignment also exactly preserves the total flux
of the blend by construction.
It is important to note, however, that these templates are derived directly from the image

pixels, and hence are not independent of the image’s PSF. This means they cannot be
determined in one band and naively used in another with a different PSF. To combine
multiple bands, the SDSS pipeline combined the sets of peaks, then created templates and
reapportioned pixels in each band separately. This guarantees that the number of children
will be the same in each band, without placing any other constraints across bands. This
approach will not be adequate when the difference in PSF sizes across bands is much larger,
but it does provide a starting point, at least in the case where all of the sources in a blend are
detected in the WFIRST-AFTA data. In this case, it may be a reasonable approximation
to ignore differences in galaxy morphology as a function of wavelength, generate templates
from the WFIRST-AFTA images, and use these templates to deblend the LSST data, after
deconvolving the templates by the WFIRST-AFTA PSF and reconvolving by the LSST
PSF. Because the spatial frequencies that would be unconstrained in the deconvolution of
the WFIRST-AFTA PSF will be zeroed by convolution with the larger LSST PSF, this
approach should be robust when we can start with a WFIRST-AFTA template. We cannot
use this approach for sources detected only in LSST data. This may nevertheless be a concern
for WFIRST-AFTA, as these sources may contaminate the fluxes of their neighbors even if
they are below the detection limit in WFIRST-AFTA bands. This method assumes that the
morphology is not a function of wavelength, though it is important to note that using the
same template in different bands does not restrict deblended sources to same relative colors,
because we fit the templates and reapportion per-pixel fluxes separately in each band.
We will also consider using an initial simultaneous forward-fitting phase to create tem-

plates. That is, instead of fitting each source separately, we will attempt to fit models to
all sources in a blend at once. The resulting best-fit models can then be used as the tem-
plates T to reapportion the fluxl. To extend this approach to multiple wavelenght, the first
option we will try is to follow the same approach we advocated above for symmetry-based
templates, and assume the models are the same in each band aside from convolution with
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differing PSFs (but unlike the symmetry-based templates, we would be able to use data from
all of the bands to constrain them). In a Bayesian modeling approach, we could also relax
this constraint without removing it entirely, penalizing fits in which model parameters vary
dramatically between bands as discussed in Section 4.2.
In order to use models as deblend templates, we will also need some approach to guess

the initial parameters of the models without doing a full simultaneous fit, especially in the
slower forward-fitting case. Fitting multiple sources simultaneously can result in very high-
dimensional fitting problems, which are both slow to converge and subject to catastrophic
failure unless initialized with parameters close to their best-fit values. Our baseline solution
is to do a symmetry-based deblend in a single band, fit each source individually to the
reapportioned pixels, and then use these best-fit parameters to initialize the parameters
when fitting simultaneously to multiple bands. We will also explore simpler approaches,
such as simply masking out pixels strongly contaminated by neighbors when fitting each
source individually prior to a simultaneous fit.

4.4. Flux Reapportioning vs. Simultaneous Fitting. Given that we will almost cer-
tainly use forward fitting to actually measure galaxy colors (as described in Section 4.2), an
important question to resolve is whether the best final photometry is obtained by fitting indi-
vidual sources separately on flux-reapportioned pixels, or fitting all children simultaneously
to the original pixels.
Simultaneous fitting has a long and successful history in the analysis of crowded stellar

fields, in which each source can be assumed to be a point source and hence only the centroids,
fluxes, and PSF model need to be constrained [e.g. Stetson, 1987]. In this regime, simulta-
neous fitting is unquestionably the optimal statistical approach, and the primary concern is
how to infer the PSF model.
Simultaneous fitting is more problematic in the case of galaxy blends, as its statistical

validity depends on how well the models being used for galaxies “span the space” of true
galaxy morphologies. Arbitrarily flexible models are not useful in separating blended sources,
as they allow blends to be fit as individual, irregular sources. In addition, because the typical
SNR of a galaxy used for weak lensing is often ≈ 10, we usually do not have sufficient data
to constrain models with many degrees of freedom anyway. Instead, simultaneous fitting
methods have focused almost entirely on simple parametrized models, and they have been
reasonably successful despite this limitation. As with models for photometry, one of the
questions we propose to investigate is how flexible models need to be to effectively separate
sources.
In any case, symmetry-based or even model-based flux reapportioning can certainly pro-

duce deblended images which, by eye, appear to better separate and represent the morpholo-
gies of blended sources than the models used in a simultaneous fit. Consider a complex spiral
galaxy that is part of a blend: a simultaneous fit would represent the galaxy with a smooth
elliptically-symmetric profile, while a flux-reapportioning method – even one that used the
same smooth model as a template – would preserve the complex morphology of the galaxy in
producing images of the deblend children. In this case, if the subsequent flux measurement
is performed by fitting a more complex model – perhaps one too complex to be used in a
simultaneous fitting approach – the results may be better than a simpler model that is fit
simultaneously.
In fact, it is still an open question how independent fits to flux-reapportioned pixels com-

pare to simultaneous fits even when the same model is used, and this will be investigated as
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part of this proposal. Simultaneous fitting is also capable of providing inter-source covariance
information in its parameter error estimates, which better reflect the true uncertainties in the
measurement, though utilizing this sort of covariance information in downstream algorithms
(such as photometric redshift determination) is a separate problem beyond the scope of this
proposal.

4.5. Evaluating the Blend Hypothesis. In the outline of processing stages in Section 4.1,
we generally assumed that the number of children in a blend would remain constant after
the peak merge/cull stage. In later stages, however, we have much more information we can
use to evaluate this “blend hypothesis”, and making use of this information may be more
important for WFIRST-AFTA/LSST deblending than it has been for single-observatory
deblending.
As an example, we return to the example first discussed in Section 1, where we detect

two peaks in WFIRST-AFTA data in an above-threshold region, but only one LSST peak.
There are several possibilities about how many sources are really present:

A. All three peaks could be distinct sources, if the WFIRST-AFTA detections have red
SEDs and the LSST detection has a blue SED.

B. The LSST detection could correspond to only one of the WFIRST-AFTA sources, with
the other too red to appear in the LSST data (as source ii is in Figure 1).

C. The LSST detection could correspond to both WFIRST-AFTA sources, with the larger
LSST PSF blending them into one apparent object. This effect can be seen in the regions
labeled i in Figure 1.

D. There may only be one source, with the two peaks in the WFIRST-AFTA data the result
of an overzealous peak-finder acting on a galaxy with complex morphology.

Given no limits on compute time, we could deblend and measure each of these hypotheses
separately, and use the model fit results (including goodness-of-fit criteria) to reject poor
hypotheses at the end. We could also report results for multiple hypotheses in the output
catalog, leaving the final decision to downstream algorithms. This is probably feasible for
certain difficult-to-resolve blends, and it is probably wise to at least follow the SDSS Photo
pipeline’s example of also measuring each blend family under the hypothesis that it is a single
object, but because the problem is essentially combinatorial we must restrict the number of
hypotheses we consider fully. The procedure we have outlined does provide us with additional
intermediate opportunities to evaluate the blend hypothesis.
The first of these is in flux-reapportioning: when constructing templates for each source,

we can merge child sources whose templates are too similar, as determined by a threshold
on the dot product of the templates. This was actually implemented in the SDSS deblender,
where it helps avoid “shredding” large galaxies into multiple sources.
When using a simultaneous fit, we can also use the relative likelihoods of different regions

of parameter space to evaluate the blend hypothesis, if we start from a conservative peak
merge/cull stage that preserves most peaks. In particular, if we more fully explore the model
likelihood (via e.g. Monte Carlo sampling) instead of finding its maximum, all reasonable
combinations of blend hypotheses will naturally be considered, as these correspond to regions
of parameter space where one or more sources has zero flux. While such sampling will
certainly be computationally expensive, it may still be feasible if we use simple models [e.g.
Miller et al., 2013, Sheldon, 2014].
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Aside from computational concerns, the only real problem with this approach is, once
again, the inability of practical galaxy models to span real galaxy morphologies. At least
in cases where the mismatch leads to large residuals (as will generally be the case in the
WFIRST-AFTA data), this may affect goodness-of-fit metrics more strongly than it affects
photometry and other source measurements.
Another possible way to evaluate the blend hypothesis would be to utilize the measured

colors. Sources with extreme or otherwise unusual colors provided a useful indication of poor
deblends in the development of the SDSS deblender, and it is possible this information could
be used in an automated way in constructing or refining the blend hypothesis. One ingredient
of this procedure would be the probability distribution for expected colors, which could be
obtained from a histogram of the colors of isolated objects; while sources in blends will have
slightly different colors than isolated sources on average, because they inhabit denser regions,
this effect should be small enough to ignore. We can then use this distribution to reject blend
hypotheses that yield sources with extremely improbable colors. The danger, of course, is
that utilizing a prior on colors also limits our discovery space, eliminating interesting sources
with unusual but physical colors from the catalog.
The final aspect of blend hypothesis evaluation we plan to investigate is how much of a

problem the wavelength difference between the surveys really is: how often will we find an
LSST source that has no WFIRST-AFTA counterpart (option A, above)? While this case
adds considerable complexity to the deblending problem, as described above, it should be
less common than the other options, simply because faint objects tend to be red. If this case
is very unlikely, it may be best to essentially consider the WFIRST-AFTA data as truth in
evaluating the blend hypothesis, and concentrate our efforts elsewhere. If it is a common
occurrence, then the nature of these sources (particularly if they are often point sources
rather than galaxies) may suggest new approaches for the blend hypothesis. Quantifying the
frequency of this situation will be one of the first questions we will investigate.

5. Software Design

The LSST software stack is designed to be open source, modular, and extensible. While
the LSST Project is not funded to build a pipeline that is capable of reducing space-based
data, let alone a combination of space-based and ground-based data, one of its goals is to
build a pipeline that can be extended by others to support the combination of LSST data
with other datasets. This proposal represents such an extension – we plan to build on top of
the LSST pipeline, adding the features necessary to prototype and investigate joint detection,
deblending, and galaxy photometry with WFIRST-AFTA data.
The main advantage of utilizing the LSST prototype pipeline as a starting point is that it

saves us from having to do the work of writing many software components already present
there. Its modular design will provide the flexibility necessary to try the large number of
algorithmic ideas (and combinations of ideas) discussed in Section 4, a very important con-
sideration in open-ended algorithmic research. It also prepares our code to be run in the
future at scale by making use of LSST’s parallelization middleware, an important consid-
eration considering the size of a combined WFIRST-AFTA and LSST dataset, even when
only the WFIRST-AFTA survey area is considered. Finally, it allows us to easily make use
of improvements we develop as a part of this proposal that are more generally applicable to
the main LSST pipelines, and similarly to make use of improvements contributed by other
LSST developers in the analysis of WFIRST-AFTA data.
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As we will be developing within an open-source software stack, the prototype detection,
deblending, and measurement code necessary to investigate our algorithmic ideas will be
publicly available, and can be considered a “deliverable” of this proposal. We do not antici-
pate this being a complete code that is ready for production-level use, but it should provide
a starting point for such a production code, and a interim option that will allow scientists to
evaluate the performance of these algorithms in the context of their specific research goals,
using the sort of test data described in Section 3.

6. Management and Plan

Our research group at Princeton focuses directly on the algorithm and software develop-
ment that go into building data reduction pipelines for large surveys. We are one of the
main groups involved in building the LSST pipeline, with a particular responsibility for the
algorithmic side of the yearly data release production software. Using the LSST prototype
pipeline as a starting point, we also lead the development of the reduction pipeline for the
HSC instrument on the Subaru Telescope.
Robert Lupton is the overall lead of the software team at Princeton, and also serves as

the overall algorithms lead for LSST data management. He will provide management and
algorithmic oversight for this project, and supervision of the new postdoctoral researcher we
will hire. Michael Strauss will provide high-level input on science goals and priorities, as
well as mentoring for the new postdoc. Both Lupton and Strauss have extensive experience
in survey pipeline development from their work with the SDSS. Lupton’s and Strauss’ effort
on this proposal will be contributed from their general science time.
Our group has an excellent track record in mentoring postdoctoral fellows: our former

fellows include a number of world leaders in survey science, among them Željko Ivezić (U.
Washington), David Schlegel (Berkeley) and Doug Finkbeiner (Harvard). Our group em-
phasizes the synergies and overlap between the software effort and the core science goals;
we believe that pipeline development is a core part of doing science, and the postdoc will
engage with an active group of scientists involved in all aspects of HSC and LSST.
James Bosch will serve as “Science PI”, and take the lead on the algorithm research

and development described here, providing technical oversight for the new postdoc, who
will actually carry out most of the work. Bosch is currently principal developer for the
galaxy photometry algorithms in the LSST pipeline, and will continue in this role during the
work period of this proposal. This is complementary with the work of this proposal, which
involves extending these same codes to work with WFIRST-AFTA data and the combination
of WFIRST-AFTA data with LSST data. As one of the original developers of the GalSim
software package, he will also provide guidance in the generation of the simulated images
described in Section 3. In addition, Bosch will be responsible for setting up the initial
software design for the code to be written, to allow us to hire a new postdoc strong in
algorithm development who is not necessarily also strong in software design, at least initially.
We request 20% support for Bosch for two years in this proposal to cover these tasks.
Section 4 presents a broad overview of many algorithmic ideas which have a role to play

in the development of a joint WFIRST-AFTA/LSST pipeline. Not all of these can be com-
pletely explored in our two-year proposal, and we provide here a concrete list of development
and research tasks. These are described in the text below, which also contains all-caps ab-
breviations that refer to the proposed schedule in Figure 3.
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The first two tasks are largely software development: the initial reductions and organi-
zation of the test data sample described in Section 3, including simple simulation scripts,
(TEST DATASET ), and the software interface changes needed to extend the LSST pipeline’s
prototype deblender to support multi-band inputs and undersampled images (DEBLENDER
API ). The former will be the first task assigned to the new postdoc, while the latter will (as
discussed above) be primarily Bosch’s responsibility.
The remainder of the tasks are essentially research questions, but they may require sig-

nificant software development as well. They will be the responsibility of the new postdoc,
with oversight from the PI and Co-Is as discussed above. For all of these, we will use the
simulations and real data described in Section 3 to quantify the performance, utilizing both
the ACS images that correspond to our HSC images and the statistical properties of the
photometry when applied to real data (e.g. color-color diagrams). These tasks are:

• Determine the fraction of LSST detections that will be undetected in WFIRST-AFTA
because they have blue SEDs, as discussed at the end of Section 4.5 (BLUE FRAC ).

Figure 3. A Gantt chart showing the approximate schedule for the proposed
tasks. Labels on the left correspond to the discussion in the text. Advisory
and oversight work is assumed to be a smooth and steadily decreasing function
of time, and is not shown here.
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• Using a single WFIRST-AFTA bandpass, compare symmetry-based templates to
templates based on simple forward-fitting models, to see whether the additional flex-
ibility provided by the symmetry-based templates provide better fluxes if we use the
same forward-fitting models for photometric measurement after flux reapportioning
(SYM VS MODEL).

• Investigate methods of transforming templates across different bandpasses with dif-
ferent PSFs, focusing on two ideas discussed in Section 4.3: using deconvolution and
reconvolution of symmetry-based templates derived from WFIRST-AFTA images,
and using simple forward-modeling templates constrained by all bands (TRANS-
FORMING).

• Compare the photometric quality of single-source forward-fitting on flux-reapportioned
pixels to simultaneous forward-fitting using the same models, as discussed in Sec-
tion 4.4 (REAPPOR vs FIT ).

• Investigate the effects of increasing the flexibility of galaxy models, as discussed in
Section 4.2, including using Bayesian priors for the additional parameters (MODEL
FLEX ). As this task is more technical in nature and is more closely dependent on
some of the more complex parts of the LSST model-fitting codebase, we expect Bosch
to contribute more directly to this task than the others.

If time allows, we will also investigate color-based and likelihood-based approaches to re-
evaluate the blend hypothesis, as discussed in Section 4.5. Development of heuristic methods
for merging and culling peaks to determine the initial blend hypothesis will be worked on as
needed to investigate the topics mentioned specifically above.
This work will advance the state of the art in deblending and galaxy photometry algorithms

to the level necessary to maximize the science of WFIRST-AFTA’s High Latitude Survey. It
represents a concrete step towards a production-ready joint WFIRST-AFTA/LSST pipeline,
and will benefit essentially all extragalactic and cosmological science based on WFIRST-
AFTA imaging.
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Croton, E. Daddi, T. Dahlen, R. Davé, D. F. de Mello, A. Dekel, M. Dickinson, T. Dolch,
J. L. Donley, J. S. Dunlop, A. A. Dutton, D. Elbaz, G. G. Fazio, A. V. Filippenko,
S. L. Finkelstein, A. Fontana, J. P. Gardner, P. M. Garnavich, E. Gawiser, M. Giavalisco,

16



JOINT PROCESSING FOR WFIRST-AFTA AND LSST
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